Online Appendix
Appendix A – The fundamentals of Bayesian Networks
The name "Bayesian networks" pays tribute to the Thomas Bayes (1702-1761), whose rule for updating probabilities in light of new evidence forms the fundamental basis of this approach. Hereby, we give an example by representing event A, which is the probability of investing in AI technology, and the event B, which is the probability of reliable logistics service. Bayes' rule mainly operates by computing the probability of the event A “Investing in AI”, such as the likelihood of a hypothesis being true, given an observable piece of evidence B “Reliable logistics service”, in the presence of some previous knowledge about “Investing in AI”. The fundamental equation is as follows: P(A|B) = P(B|A) * P(A) / P(B) where P(A|B) represents the probability of A given B, P(B|A) denotes the probability of B given A, P(A) is the prior probability of A, and P(B) represents the probability of B. The formula rightly helps determine how to modify our beliefs about “Investing in AI” in view of the obtained evidence “Reliable logistics service”. We start by computing the prior probability of A, then multiplying it by the probability of encountering evidence B given that A is true. This joint probability of A and B is then normalized by dividing it by the probability of observing evidence B, whether A is authentic or not. In this manner, we obtain a normalized probability that accounts for both prior knowledge of “Investing in AI” and observed evidence “Reliable logistics service”. 
A BN consists of two main components: a qualitative part represented by a directed acyclic graph that captures the dependencies between variables and research questions or hypotheses to be investigated, and a quantitative part defined by local probability distributions that specify the probabilistic relationships. Thus, a typical BN comprises nodes and directed links. Nodes represent variables of interest, such as "Investment in AI" and "Reliable logistics service." These nodes can correspond to symbolic/categorical variables, numerical variables with discrete values, or discretized continuous variables. Directed links represent statistical or causal dependencies among the variables. The direction of the links establishes parent-child relationships, indicating the hierarchical relationships between nodes. For example, in a BN with a link from "Investment in AI" to "Reliable logistics service," the former is the parent node and the latter is the child node.
The local probability distributions in BNs can be either marginal for nodes without parents (root nodes) or conditional for nodes with parents. In the latter case, the dependencies are quantified using conditional probability tables that specify the probabilities for each node given its parents in the graphical structure. When a BN is fully defined, it serves as a concise representation of the joint probability distribution, enabling the computation of posterior probabilities for any subset of variables given evidence pertaining to any other subset.
One of the key strengths of BNs lies in their inherent ability to incorporate probabilistic reasoning and effectively handle uncertainty. These networks are designed to directly process probabilistic inputs, model probabilistic relationships, and accurately compute probabilistic outputs. In contrast to traditional models that follow a functional form of y=f(x), BNs eliminate the need to distinguish between independent and dependent variables. Instead, they provide a comprehensive representation of the complete joint probability distribution of the system under study. This holistic representation facilitates omni-directional inference, which is crucial for effectively addressing complex problem domains. The conditional dependencies in a BN allow for probabilistic inferences by computing the probability of a variable given observed evidence. This is accomplished by propagating probabilities through the graph using Bayes' rule and the chain rule of probability. To discuss more BNs, we provide an example of BN to calculate joint probabilities. 
Consider the following graph (Figure 3) for analyzing the impacts of Artificial Intelligence (AI) on Flexibility (Flex) and consequently their effects on Resilience (Res). According to Figure 3, AI can have direct and indirect effects (through flexibility) on resilience. 
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Figure 3. Example of BN for analyzing the joint probabilities (Source: figure created by authors)

Accordingly, each variable has two possible values which are true (T) and false (F) and we can write the joint probability function as  where Res=”achieving resilience goals (true/false)”, Flex=”achieving flexibility goals (true/false)”, and AI=”Implementing artificial intelligence (true/false)”. Using the conditional probability formula and summing over all the nuisance variables we can answer questions about the presence of a cause given the presence of an effect (e.g., what is the probability that a firm implements AI knowing that it achieves its resilience goals?).  So, we can define  as follows:



Using the joint probability function  and the conditional probabilities in Figure 3 we evaluate each term in the sum of the numerator and denominator as follows:

0.0224




Therefore, the numerical result of the probability that a firm implements AI knowing that it achieves its resilience goals equals 38.9% as follows:




Appendix B – Questionnaire
Question 1. General information about the company:
· Indicate the average number of your employees in the last two years.
· <50
· 50-99
· 100-200
· >200
· Indicate your average sales (in millions) in the last two years.
· 0-9.9
· 10-24.9
· 25-249.9
· >250
· Indicate your corporate role (e.g., manager, managing director, CEO, etc..)
· Director
· CEO
· Manager
· Junior Manager
· Others
· Indicate the sector in which your company works
· Fashion
· Chemicals
· Oil and Gas
· Food
· Electronics 
· Logistics
· Agriculture
· Others

Question 2. Using a scale that goes from Strongly Disagree (1) to Strongly agree (7), please give your level of agreements to the following statement: During the last two years, our company has invested in the following ServQual logistics dimensions:
· Reliability
· Assurance
· Tangibles
· Responsiveness
· Empathy
Text supporting the interviewer:
· Reliability is the likelihood that your logistics service will not fail within a specific time period. 
· Assurance is your organization’s capacity to inspire trust and confidence in customers with professional service, great communication skills, technical knowledge, and the right attitude.
· Tangibles are  the visual aesthetic of your company, which are derived from its logo, physical store, or the look and feel of its website. Tangibles also encompass equipment, with hand sanitizing and contactless payment devices influencing the consumers of today.
· Responsiveness represents how quickly can your organization respond to customer needs
· Empathy is ability for employees to show genuine care and concern during customer service.

Question 3. Using a scale that goes from Strongly Disagree (1) to Strongly agree (7), please give your level of agreements to the following statement: During the last two years, our company has invested in the following digital technologies: 
· Artificial intelligence
· Internet of things
· Cloud computing
· Control Tower
· Virtual reality
· Augmented reality
· Digital avatars

Appendix C - Discretization Techniques in Bayesian Networks
Portions of data to be analysed in any machine learning and Bayesian networks might be continuous at times. For doing the analysis using Bayesian networks, it is important to cluster the continuous variables into discrete representations. This process is called discretization. It is evident that the objective of a successful discretization is to create discrete variables that represent the continuous variables as closely as possible. The software package we use is BayesiaLab, which offers multiple discretization algorithms. 
C.1. Overview of the discretization algorithms applicable to Bayesian Networks and available in BayesiaLab
R2- GenOpt
The first algorithm available in BayesiaLab is R2 GenOpt. The algorithm is based on two basic concepts. The first one is the concept of R2. In statistics, R2 is defined as the ratio of the sum of squares of residuals to the total sum of squares (Zholdasbayeva et. Al, 2020). The algorithm basically tries to minimize the R2 value by allocating each observed data point to a discretized variable. It can easily be seen that there can be a huge amount of possible arrangements of the data points into multiple discrete variables.
This is where the second concept comes in from optimization literature, genetic algorithm (GA). In a genetic algorithm, a random population is first created. Then from different candidates in the initial solution, new generations are created. The generations are randomly mutated (changed) and in each stage, the quality of solutions is evaluated. Based on a predetermined termination condition, the best solution is returned by the algorithm.
In R2 GenOpt, the R2 value will be different for different combinations. The software runs a GA on the possible values of the discretization methods and returns the best possible combination in the given time. This algorithm is best suited for unsupervised learning when there is no target variable (Conrady and Jouffe, 2015). Furthermore, since the algorithm finds a discretization that maximizes the discrete variable with its continuous clone, it generates optimal solutions to represent the continuous values of the variable by considering the Minimum Interval Weight and creating specific bins for zeros (Isolate Zeros approach). 
In the latest version of BayesiaLab, there is an option of using R2-GenOpt*, where the number of bins is decided based on a pre-determined (minimum distance length) MDL score. This can be used in cases where the number of clusters cannot be predetermined based on prior knowledge.
K-Means
K- Means is probably the oldest algorithm among all algorithms available. It is a very simple and easy to implement algorithm. It starts by collecting all the continuous variables and randomly distributing them into K buckets. Then this is followed by an assignment phase, when each point is assigned to a group with the closest mean to the point iteratively as long as it improves the assignment. The process is repeated until no more switches are possible.

The main advantage of K-Means algorithms is the fact that they are not very complex and hence not very demanding in terms of resources. They can also be easily parellised, cutting down on the time required to get a good quality distribution. However, K-Means is not without its disadvantages. One of the main problems with the K-Means algorithm is the fact that they are very sensitive to the initial starting point. Also, a good clustering with a lower K value may have a lower SSE than a bad clustering with a high K value. Also, they find it difficult to manage data distributed in lumps. Generally speaking, K-Means have problems when the data is different in terms of globularity (if the data is distributed around a point spherically), and density and size. Also, because of how the algorithm is designed, there is also a possibility that some of the clusters could be empty. The basis of multinormal distributions can lead to unbalanced bins since it misses the relationships with other variables.
Even with the above-mentioned drawbacks, the K-Means can be modified to solve some of these issues. One of the most commonly used methods is running the K-means algorithm multiple times to ensure that the quality of the solution is good enough. Yet another method of reducing issues with K-means is to run the clustering for smaller samples iteratively until the whole of the data is classified.
Density Approximation
In the case of density approximation, each point is considered iteratively and the following calculations are done (Zhao et. al, 2018). First, the local density of points is calculated. This is followed by identifying points with higher density. Then, in a top-down approach, the points with the highest density are assumed to be cluster centers and points are allocated to different clusters based on the density value. 
Density Approximation as a method is more suitable for use in situations where the shape and density of the data are irregular. In this aspect, this method can be seen as an alternative to the K-means discretization method. In fact, it is entirely based on the Batch Means method, to create bins that identify the modes. The goal is to create a discrete representation of the density function. Therefore, it is a good method to find the proper density function and minimize the number of bins. However, it is sensitive to the availability of data since the integers influence the quality of the Batch Means. Accordingly, the creation of more the three states is not possible.
Equal Distance
Equal Distance is a univariate discretization technique that uses the range of the variable to define an equal repartition of the discretization thresholds. This method is especially useful for discretizing variables that share the same variation domain (e.g., surveys using satisfaction measures). This method is also suitable for obtaining a discrete representation of the density function. In BayesiaLab terminology, this is called ‘Equal Distance’ and in research literature, this method is referred to as the ‘Equal Width’ method. One of the simplest unsupervised discretization methods, Equal Interval Widths, divides the range of observed values for a variable into k equal-sized partitions, where k is a parameter defined by the user. The algorithm provides accuracy in the representation of the most frequent values; therefore, it is not sensitive to the outliers. One of the major drawbacks of this method pointed out by Catlett (1991) is that this type of discretization is prone to outliers that would skew the range considerably. The ranges are divided into bins of equal width, implying uniform accuracy in the representation of values, and the variables having the same state share the same range. However, some bins can have very low probability (even zero), implying unnecessary complexity in a more, which becomes very sensitive to outliers without considering other relationships with other variables.
Equal Frequency Intervals
This is another unsupervised discretization method that divides a continuous variable into k partitions where (given m instances) each bin contains m=k (possibly duplicated) adjacent values. In BayesiaLab, the discretization thresholds are calculated for the purpose of arriving at bins with an equal number of observations. This generally leads to a uniform distribution. Hence, the original density function’s shape is not very apparent post-discretization. This triggers an artificial increase in the entropy of the system, which in turn has a direct impact on the complexity of machine-learned models. On the flip side, the advantage of this type of discretization technique is that once a structure has been learned, it can be utilized for further enhancing the precision of the representation of continuous values.
These unsupervised methods do not use instance labels in defining partition boundaries. Hence, there’s a possibility that this classification information will become lost by binning because of the combination of values that are strongly associated with different classes, into the same bin (Kerber, 1992). In a few cases, this makes effective classification difficult. Another variant for equal frequency intervals is maximal marginal entropy, where the boundaries are adjusted to decrease the entropy for each interval (Chmielewski & Grzymala- Busse, 1996; Wong & Chiu 1987). 
For both Equal Frequency and Equal Width, the parameter k, which defines the number of intervals being used for the discretization, is decided prior to discretization. For discretizing continuous variables underlying a data set, different values of k can be assigned per variable being analyzed. However, in practice, for most applications, a single value of k is used for the entire set of variables in the data.
For environmental sciences, the number of intervals is mostly decided based on expert knowledge and recommendations (Chen and Pollino, 2012). However, in the absence of such specialised knowledge, a suitable value for k can be arrived at by experimentation. Additionally, the number of intervals k can also be derived based on the Proportional k-interval Discretization (PKID) guideline (Yang and Webb, 2009), which assumes k = √ N where N is the total number of data points in the dataset being analysed.
The Equal Frequency and Equal Width methods are the most commonly used methods for discretizing continuous variables in environmental modeling with Bayesian networks (Aguilera et al., 2011). Chen and Pollino (2012) pointed out that the Equal Width method is less appropriate for datasets that have a distinctively skewed distribution or comprise prominent outliers, whereas the Equal Frequency method is less compatible with datasets where specific values are overrepresented. Furthermore, it consists of low accuracy in the representation of the least frequent value, loss of the density function, and high entropy increasing the MDL. Finally, it does not take into consideration the relationships with other variables.
Normalized Equal Distance 
Normalized Equal Distance is a discretization method that pre-processes the data using a smoothing algorithm to remove outliers prior to defining equal partitions. This is less sensitive to outliers since the intervals can be extended to return bins with a user-defined Minimum Interval Weight.
Tree
The only Bivariate discretization method in BayesiaLab, Tree is a discretization method which is used in Supervised Learning. Tree is used for machine-learning a model to predict the target variable. This discretization technique works by machine learning a tree that uses the to-be-discretized variable for representing the conditional probability distributions of the target variable, given the to-be-discretized variable. After the tree has been learned, it is analyzed for extracting the most useful thresholds. However, it is not recommended to use Tree for analysis under Unsupervised Learning. The reason being, the Tree algorithm creates bins that have a bias towards the designated target variable. As a result, emphasizing one particular variable would defeat the intent of Unsupervised Learning. However, if the to-be-discretized variable is independent of the target variable, it will be impossible to build a tree and will lead to BayesiaLab prompting for the selection of a univariate discretization algorithm. 
Discretization Intervals
Bayesian networks are non-parametric probabilistic models. Hence, there is no hypothesis which specifies the form of the relationships between variables (e.g. linear, quadratic, exponential, etc.). However, this flexibility comes at a cost. The number of observations required to quantify probabilistic relationships is higher than what is required in parametric models. BayesiaLab uses the heuristic of five observations per probability cell, implying that the number of observations is proportional to the size of the probability tables. There are two parameters that impact the size of a probability table: the number of parents and the number of states of the parent and child nodes. A machine-learning algorithm generally determines the number of parents based on the strength of the relationships and the number of available observations. The number of states is however defined by the user, where one can use means of Discretization (for Continuous variables) and Aggregation (for Discrete variables). 

C.2. Selecting the discretization algorithm
To select the best discretization algorithm, we adopt the approach suggested by Friedman and Goldszmidt (1996) that links to the Minimim Description Length (MDL), which has been proposed by Rissanen (1978). This approach balances the complexity of the learned discretization and the related network structure against their implications linked to the learning data. The discretization applied to single variables suggests to consider an amount of intervals that properly captures the interaction with adjacent variables within the network. The MDL is then a score composed of two ingredients: the complexity of the network and the fit between model and data. An optimal network fitting with the data available minimizes the MDL scores through balancing the trade-offs emerging between these two components; hence, the best network combines the complexity with the accuracy with which the network represents the data. 
According to, given a certain dataset x and its distribution density function p, the code length is determined by –log p(x), with log being logarithm to the base 2 and determining the links between the description length and model fitting. The optimal code can be valid for both discrete and continuous cases.  The latter requires a discretization of x and denoted by [x]=[x]δ, where δ is the precision. Therefore, the optimal code becomes –logp(x)–rlogδ, with r being the r-dimensional cube  of side δ containing x, namely, p([x])δr~p(x)δr. Accordingly, for any given particle contained in the dataset, an expert system builds a model and suggests discretization criteria according to a theory that can represent and generate these observations.

C3. Application of MDL to the Bayesian Network
We now apply the MDL criteria to our Bayesian Network to select the best discretization method and work with it. 
	Discretization algorithm
	Minimum Description Length

	GenOpt*
	4,223.532

	K-means
	5,161.116

	Density Approximation
	4,771.872

	Normalized Equal Distance
	4,344.726

	Equal Distance
	7,624.995

	Equal Frequency
	5,040.684






Appendix D - The best BN after ML analysis
In Figure 4, the force node represents the dimension of a node; therefore, the bigger a node, the higher its importance in the overall analysis. The thickness of an arc measures the Kullback-Leibler index, which is also displayed; hence, the stronger the arc, the closer the difference between the original and the theoretical distributions. Finally, the color of a node measures the entropy, which measures the level of uncertainty reduction when new information is incorporated into the network; green (red) nodes signify low (high) uncertainty.
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Figure 4. The best BN after ML analysis (Source: figure created by authors)
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Appendix E - Comparison between linear regression and Bayesian networks
	
	Linear regression
	Bayesian Networks

	Nature of the empirical approach
	Deterministic: Given the same inputs, linear regression will always produce the same output.
	Probabilistic: Represents probabilistic relationships between a set of variables.


	Assumptions
	 Assumes a linear relationship between the independent and dependent variables.
 Assumes that errors are normally distributed and have constant variance (homoscedasticity).
 Assumes no perfect multicollinearity among independent variables.
	 Assumes conditional dependencies and independencies between variables, based on the structure of the network.


	Type of variables
	Handles continuous dependent variables. Independent variables can be either continuous or categorical.
	Can handle both categorical and continuous variables.


	Interactions and dependencies
	Linear regression can include interaction terms, but all relationships are explicitly specified.

	Uses directed acyclic graphs to represent conditional dependencies among variables. The structure of the network determines the relationships.

	Flexibility
	Rigid structure; assumes the form of the relationship (linear).
	Highly flexible; can adapt to changes in structure or information.

	Interpretability
	Regression coefficients directly represent the change in the dependent variable for a one-unit change in the predictor (assuming no interactions).
	 While the network structure and conditional probabilities can be easily visualized and interpreted, complex networks can be challenging to grasp intuitively.

	Computational requirements
	Typically low, especially for ordinary least squares regression.

	Can be high, especially for learning the network structure from data or performing inference in large and complex networks.

	Sample size sensitivity
	Generally, traditional linear regression (like OLS) requires a larger sample size to ensure the statistical significance of parameter estimates, especially when the number of predictors is large. As a rule of thumb, linear regression might require at least 10 to 20 observations per predictor to provide reliable estimates. 
	Bayesian networks, especially when the structure is learned from data, require a sufficiently large sample size. With a small sample size, there is a risk of learning incorrect structures or overfitting to the noise in the data.

	Small sample size issues
	When sample sizes are small relative to the number of predictors, linear regression can lead to overfitting, making the model overly sensitive to noise in the data. This can produce high variance estimates that do not generalize well to new data.
	In cases of limited data, the Bayesian approach does have an advantage: prior knowledge. When data is scarce, incorporating prior knowledge or beliefs about the relationships between variables can help guide the model. This can be particularly useful for obtaining more stable estimates or when domain expertise is available.

	Advantages with large sample size
	With ample data, linear regression can provide precise estimates of coefficients and can be robust against violations of some assumptions.
	With larger datasets, the data-driven component of Bayesian networks (the likelihood) dominates, and the influence of the prior becomes less critical. This allows the model to learn more from the data while still benefiting from the probabilistic framework that handles uncertainty and dependencies among variables.

	Research question/hypothesis (example on logistics service and delivery time performance)
	Does the logistics service positively influence the delivery time performance?
	How does the logistics service probabilistically influence delivery time?


	Research hypotheses
	Null Hypothesis (H0): The logistics service has no significant influence on delivery time.

Alternative Hypothesis (H1): The logistics service has a significant positive influence on delivery time.
	Given the joint probability distribution represented by the Bayesian Network, is there evidence of a positive probabilistic influence of the logistics service on delivery time?
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